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Problem statement

Å Our experience with space and terrestrial weather data archives showed 
that designing new databases from scratch for each multi-dimensional 
dataset is a very time-consuming process

Å Not only do we have to make changes to the database structure, we have 
to modify our data processing code

Å Most of our previous databases were built using relational database 
management systems (RDBMS) like MySQLand Microsoft SQL Server

Å We used binary columns  (Column-Oriented Database) for storing numeric 
data arrays, but the size and shape of array chunks was fixedand the 
databases lacked metadata which would allow client software to 
automatically tune itself to different chunk configurations

Å Besides, if we needed only a small portion of the data chunk, we had to 
retrieve the whole chunk from the database and perform subsettingon 
the client side



Environmental data models
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Contiguous blocks correspond to 
binary data fields (Smart BLOBS 
within Column DBs)

Common data model is time series, i.e. an 
array of values of a parameter at different 
times on regular grids, at specified locations 
(point or station data) or space-time 
trajectories 



Requirements for a solution

Å Unified storage architecture for multi-dimensional numeric arrays
Å Data chunking for better performance for different geometry 

reqeusts
Å Configurable chunk size and shape
ÅMinimum overhead on data transfer. Send only the requesteddata
Å Sufficient metadata for basic data operations (data element type, 

offset, scaling factor, units of measurement, etc.)
Å Support for lineage (provenance) is crucial. It is important for 

scientists to know how any given data set was derived
Å Simple and convenient user interface, abstracted from storage 

details
Å Preserve the benefits of RDBMS (multi-user access, automatic 

indexing, easy backup/restore, etc.) 



What is wrong with Column DBs?

ÅMost of these requirements can be met even with conventional 
RDBMS, except the requirement on data transfer

Å To avoid sending unnecessary data to the client we must perform 
BLOB data subsettingon the server side

ÅMost database systems are not capable of complex processing of 
binary objects stored as column values 

Å Fortunately, some of the RDBMS support complex user-defined 
external functions, written in general-purpose programming 
languages like Java, C and C#

Å The two most obvious candidates are Microsoft SQL Server and 
PostgresSQL. Postgreshas the advantage of being open-source and 
multi-platform, but it supports only C/C++ external functions. 
Microsoft SQL Server supports all .NET languages, including C# 

Å So, we decided to take SQL Server, leaving Postgresfor the possible 
multi-platform development in future



Why do we call it Active Storage?

ÅWe intermix computing and storage capacity within a single 
cluster: this is known as distributed active storage 

ÅEach node of a computing cluster already has a disk to load 
the OS; why not use those disks for data storage? Although 
individual storage devices do not have the same aggregate 
performance as a high end archival system, each can 
provide for the I/O needs of the attached CPU 

ÅThis architecture requires new system software to manage 
each local storage device, to track the location of various 
data units, and to direct computations to the data that they 
require



Data retrieval workflow

SQL Server 

database

xmin, ymin

xmax, ymax

Client library

1. Call the client library with array 

coordinates as call parameters

2. Issue commands to the 

database server

3. Select the requested data parts from 

the appropriate chunks

4. Return the data parts to 

the client library5. Merge the data parts and 

return the whole array to the user 

Data selection is performed by the database server and the 
client library joins the pieces of data together and provides 
an abstraction layer for easier data access.



Distributed data subsetting by Active Storage

SQL Server 

database

SQL Server 

database

Client library

...
Server-side subsetting of data chunks is in itself a time-consuming process. We can 
speed up data queries by processing chunks simultaneously on several database 
servers. To do this we need to create several databases that would contain non-
overlapping subsets of the global data array

Parallel Subsetting Algorithm:

1. Allocate enough memory to store 
the whole requested array.

2. Issue a query to the serverstable 
on the head server (the one 
explicitly defined in the library 
call). 

3. Receive a list of the database 
servers associated with the given 
variable.

4. Issue parallel queries to each of 
the database servers in the list. 

5. Receive data chunks from each of 
the servers and write them to the 
appropriate parts of the pre-
allocated array.

6. Return the whole array.



Common Data Model (CDM)
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The data model used in the database is based on the 
Common Data Model (CDM) used in netCDF, HDF5 and 
OpenDAP.

We have simplified CDM by removing the Structure, 
Dataset and Group classes

We also have added the Namespace class to make 
working with multiple coordinate systems easier



Active Storage metadata 
(same at each Storage Node)

shapes

PK,FK2,U1 var_id

PK dim_index

FK1,U1 dim_id

types

PK type_id

 type_name

 type_length

variables

PK var_id

FK1,U1 var_ns

U1 var_name

FK2 var_type

U2 data_table

U3 index_table

attributes

PK,FK1 var_id

PK att_name

FK2 att_type

 att_value

dimensions

PK dim_id

FK1,U1 dim_ns

U1 dim_name

 dim_length

namespaces

PK ns_id

U1 ns_name

servers

PK,FK1 var_id

PK host

PK port

PK database

 login

 passwd

Variables, namespaces, 
dimensions, attributes, 
and typestables 
represent the 
corresponding objects 
from the data model

The shapestable is 
used to define the 
array shape of a 
variable, i.e. the list of 
dimensions associated 
with each variable

The servers table is 
used for distributed 
queries



Storage Node data and index
Å Data is stored in chunks of arbitrary size and shape. Each variable has two tables 

associated with it, a data table and an index table. The names of these tables are stored 
in data_tableand index_tablecolumns of the variablestable.

Å The data table contains data chunks. Each chunk is stored in a varbinaryfield (BLOB). A 
chunk consists of two parts, header and data. xi

min, x
i
max are the minimum and 

maximum coordinate index values for each of the n dimensions, represented as 4-byte 
integer values. 

Å The data part is a n-dimensional numeric array stored in row-major order (like statically 
declared arrays in C programming language). Chunk bounds and array elements are 
stored in big-endian byte order. 

x0
min x0

max xn-1
min xn-1

max...

Header Data

air_data

PK chunk_key

 chunk

air_index

PK,FK1 chunk_key

PK dim_index

I1 key_min

I1 key_max



Append dimension

Å /Ƙǳƴƪǎ Ŏŀƴ ōŜ ŀǇǇŜƴŘŜŘ ŀƭƻƴƎ ŀ ǎŜƭŜŎǘŜŘ ŘƛƳŜƴǎƛƻƴ ŎŀƭƭŜŘ άŀǇǇŜƴŘ 
ŘƛƳŜƴǎƛƻƴέ όƭƛƪŜ ƛƴ netCDF)

Å Though you can still load data along other dimensions, it will be loaded as 
new chunks

Å However, you can change the append dimension at any time (unlike in 
netCDF)

Å If all dimension bounds of the two chunks, except the append dimension, 
are identical, the chunks will be joined together, a). If some of the bounds 
are not identical, the chunks will be loaded separately, b)
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Performance tests

Query time, s

Query # Query shape SINGLE MULTI SINGLE MULTI NCEP_G

NCEP_F

ULL NCEP_G

NCEP_F

ULL

time,lat,lon air0 air0 air air air0 air0 air air

1 8 64 128 0,35 0,11 1,68 0,4 0,01 0,01

2 32 32 64 0,12 0,07 0,91 0,28 0,04 0,03

3 128 16 32 0,08 0,07 0,69 0,23 0,14 0,12

4 512 8 16 0,07 0,06 0,63 0,23 0,52 0,99 0,47 2,79

5 2048 4 8 0,07 0,07 0,64 0,24 2,02 0,28 1,84 1,11

6 8192 2 4 0,09 0,07 0,77 0,26 0,1 0,26

7 32768 1 2 0,12 0,08 1,17 0,33 0,02 0,03

Performance comparison between the old MySQL NCEP25 Column DBs optimized for two different types of 

queries (time series at a given location or spatial grid at a given time), and the new multi-dimensional CDM 

Active Storage configured for all-around performance with chunk shape {1500, 10, 10} (time, lat, lon). 

The queries produce result sets with same size (data volume) but different shape. The time dimension length of 

the test queries changes from 8 to 32768 in geometric progression, while the length of space dimensions (lat, 

lon) declines accordingly to keep the size of the result array constant. 

Database names in the table:

SINGLE ïSQL Server NCEP reanalysis database running on a single machine

MULTI ïSQL Server NCEP reanalysis database running on 4 machines in parallel

NCEP_G ïMySQL database, optimized for time-extensive queries

NCEP_FULL ïMySQL database, optimized for space-intensive queries

Test machines configuration:

2 x AMD Opteron Dual Core Model 2214 2.2 GHz 

4 Gb DDR2-667 Operational Memory

SATA-II 750 Gb Hard Disk



Performance results: 3D array

air0 (3D array)

0

0,1

0,2

0,3

0,4

0,5

0,6

0,7

0,8

0,9

1 2 3 4 5 6 7

Query

< Space    |    Time >

T
im

e
, 
s

SINGLE

MULTI

NCEP_G

NCEP_FULL



Performance results: 4D array

air (4D array)
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Server- and Client-side libraries
Å The server side libraryimplements the basic methods for array processing. These 

methods are written in C#, compiled as a .NET assembly and integrated into SQL 
Server database

Å The server-side library is used by the database engine to handle array subsetting
before the data is actually deliveredto the client

Å Most of the server functions are duplicated in the client-side GenericConnector
class. One can use either GenericConnectorfrom your own .NET/Java program, or 
SQL Server stored procedures

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

a) min=4, max=12, stride=1

b) min=4, max=12, stride=2

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

c) min=4, max=12, stride=3



netCDF client library

NcConnector:

client-side class 
implements netCDF-
style methods to 
access the CDM Active 
Storage as a netCDF
file, e.g. in Matlab
scripts



Data service driver: 
OGSA-DAI plugin

NCEP

database

NWS

database

SPIDR

databases

Tomcat

DAI

Clients

Dataexport

getMetadata

Metadata XML

getProperty: sources

sources list

getXMLData

data XML

getNetCDFData

URL to NetCDF file

N
e
tC

D
F

 file

s
e
ria

lis
a
tio

n

User

NetCDF file

DMSP

database

IDEAS

portal

MS Excel

Any client



Multiplatform data services

Linux ςGT4/Tomcat ςAxis ςJava ςMySQL 
platform

Windows ςIIS ς.NET ςJ#/C# - MS SQL Server 
platform
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Our team has ported OGSA-DAI to Windows platform, including distributed data 
processing (hosted by SourceForge), and also netCDF Java common data model library to 
J# (hosted by CodePlex)



World Data Centers:
ï SPIDR (Space Physics Interactive Data Archive) 

Å From 1930 year
Å ~120 numerical parameters 
Å ~0.5 TB

NOAA and ECMWF
ï NCEP/NCAR Weather Reanalysis Project 

Å From 1950 year 
ÅWeather parameters on regular grid, 2.5 deg step
Å ~1 TB 

ï ERA40 Weather Reanalysis Project 
Å From 1957 year 
ÅWeather p7arameters on regular grid, 1 deg step
Å ~3 TB

ï NWS Weather forecast
ÅWeather parameters on regular grid, 1 deg step, ~ 2 TB

NOAA CLASS (Comprehensive Large Array-data 
Stewardship System)

ï Satellite images
Å From 1992 year
Å Satellite images from ~100 spectral channels 
Å ~1.2 PB, growing ~0.5 PB per year

ï Time series data products

hǇŜƴ5!t ǎŜǊǾŜǊǎ ƴŜǘǿƻǊƪ Χ

Climatology models

Space weather

Remote sensing

Environmental data integration by theme



Environmental data integration by time



How to Interpret a question of a 
scientist?

1. Introduce the notion of an Environmental Scenario (ES) as a 
basic building block for scientific question 

2. Interpret ES as a fuzzy query expression 
a. Each basic condition in a ES translates into membership function of a 

fuzzy set, a term in a resulting expression 
b. An expression is built using traditional fuzzy logic operations plus 
άǘƛƳŜ ǎƘƛŦǘέ ƻǇŜǊŀǘƻǊ 

3. Query terms are evaluated at individual data sources 
4. The ESSE engine collects the data and performs fuzzy query 

operation. 

The ESSE engine is built as a Web Service. This enables cascading 
queries, but raises new research challenges, e.g. optimization 
of query execution.



Environmental Scenario

Time series as a trajectory in the
two-dimensional phase space
(P-pressure, T-temperature)

State S1 corresponding to the red (upper-right) 
region is the fuzzy expression:

S1 = (VeryLarge P) and(VeryLarge T)

State S2 corresponding to the cyan (lower-left) 
region is:

S2 = (VerySmall P) and(VerySmall T)

Combining the descriptions of the states with the 
time shift operatorshiftdt, we can write the 
following symbolic expression for the 
Environmental Ccenario
άvery low temperature and pressure after very 
high temperature and pressureέ:

(shiftdt=1 S1) and S2



Multi-state Event Scenario Search 
Engine (ESSE)



Climate Change 2007: The Physical 
Science Basis (p. 6)

Åά9ƭŜǾŜƴ ƻŦ ǘƘŜ ƭŀǎǘ ǘǿŜƭǾŜ ȅŜŀǊǎ όмффр -2006) rank 
among the 12 warmest years in the instrumental 
record of global surface temperature9 (since 
мурлύά

Åά²ƛŘŜǎǇǊŜŀŘ ŎƘŀƴƎŜǎ ƛƴ ŜȄǘǊŜƳŜ ǘŜƳǇŜǊŀǘǳǊŜǎ 
have been observed over the last 50 years. Cold 
days, cold nights and frost have become less 
frequent, while hot days, hot nights, and heat 
ǿŀǾŜǎ ƘŀǾŜ ōŜŎƻƳŜ ƳƻǊŜ ŦǊŜǉǳŜƴǘέ



10 hottest days by decade
1976-1985 1986-1995 1996-2005


